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Using The Data Vault Architecture 
To Accelerate Delivery While 

Incrementally Building Your Data 
Warehouse



Introduction
• Oracle Database Vault?

• Thanks for coming out but this is the DATA VAULT
• Coffee and Donuts in the back
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Survey Says…
• How many?

– DBA
– Developer
– Data Modeler
– Data/Database Architect
– Business User
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– Business User

– Have a data warehouse
– Plan to have a data warehouse

– Wish we were talking about Oracle Database Vault



Introduction
• Who am I

– Oracle / DBCORP / CGI / DBIS / First4DB
– Case, DBA, Performance, AppDev, Arch, DWH

• Data Warehousing Experience
– Several (medium-large) projects
– Architect, Design and Data Model
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– Architect, Design and Data Model
– Presentations to OOW on Performance of 

loading/querying



Abstract
• The purpose of this presentation is to review the motivation for, 

structure of, and experiences with implementing an EDW using the data 
vault architecture developed by Dan Linstedt so that attendees have an 
understanding of the benefits and risks/challenges involved in the 
architecture. 

• The presentation will review the rationale for selecting this architecture 
over federated data marts and operation data store/staging areas as 
well as an overview of the architecture and data model and how this 
model best implements the main attributes of a data warehouse 
(subject-oriented, time-variant, non-volatile and integrated). 

����

(subject-oriented, time-variant, non-volatile and integrated). 
• In addition, the presentation will discuss experiences with implementing 

the architecture and lessons learned, including a discussion of a 
methodology and tools for drastically reducing the time to create and 
populate the data vault.



Outline
• Overview of a Data Warehouse?

– Definition
– Conceptual Architectures

• Why use a Data Warehouse?
– Requirements/Objectives
– Challenges of Data Warehousing

• Overview of the Data Vault?

����

• Overview of the Data Vault?
– Definition
– Architecture

• Why use the Data Vault?
• Experiences
• Resources



What is the Data Warehouse?
• Definition 

– Bill Inmon (~1991) “A data warehouse is a:
• subject oriented
• integrated
• time-variant
• nonvolatile

collection of data in support of management's 

����

collection of data in support of management's 
decision making process

– Bill Inmon (2007) DW 2.0 
“The Data Vault is the optimal choice for modeling t he 

EDW in the DW 2.0 framework.”



What is the Data Warehouse Architecture?

OLTP Systems

Architecture:
•Relational Database
•Periodic loads via ETL
•Optimized for integration 
and loading

Central Data Warehouse
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Data Warehouse
•subject oriented
•integrated
•time-variant
•nonvolatile

and loading
•Includes STG area 

Architecture:
•Relational or OLAP DB
•Optimized for 
query/report/analysis
•Periodic loads via ETL Subset data marts

support of management's decision making process



STG

What is the Data Warehouse Architecture?

OLTP Systems

Architecture:
•Relational Databases
•Integrated, Subject oriented
•Volatile – recent data only

Federated Data Marts

ODS

Architecture:
•‘Atomic’ data
•No 
History/Integration
•Periodic loads via 
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STG •Volatile – recent data only
•Periodic loads via ETL

Architecture:
•Star Schema
•Optimized for 
query/report/analysis
•Periodic loads via ETL

ODS•Periodic loads via 
ETL

Data Warehouse
•subject oriented
•integrated
•time-variant
•nonvolatile

Collection of data marts
support of management's decision making processConformed Dimension



Architectural Holy Wars
• "...The data warehouse is nothing more 

than the union of all the data marts...," 
Ralph Kimball, December 29, 1997. 

• "You can catch all the minnows in the 
ocean and stack them together and they 
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ocean and stack them together and they 
still do not make a whale,"                    

Bill Inmon, January 8, 1998.



Inmon’s View (Past)
• http://www.dmreview.com/issues/19980501/608-1.html
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Inmon’s View (Present)
• Corporate 

Information Factory 
(DWH 2.0)

����



Why use a Data Warehouse?
• Objectives of Data 

Warehouse
– Integration of data 
– Non volatile
– Time variant
– 100% of the data, 100% the 

time
– Data  Mining

• Not Objectives of Data 
Warehouse
– Integration of applications

or workflow
– End user reporting, 

summarizing or analysis
– Cleansing of data
– Application of ‘soft’ 
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– Data  Mining

• Goals
– Scalable
– Repeatable, incremental build
– Fault tolerant
– Auditable
– Consistent

– Application of ‘soft’ 
Business rules to 

• Filter
• Cleanse
• Transform
• Allocate/Calculate



Why use a Data Warehouse?
• System of record

– Single source of the FACTS as they were at any 
time (Not: single source for the truth)

• The Truth
– This is subjective, based on ‘soft’ business rules
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– This is subjective, based on ‘soft’ business rules



Data Warehouse is not easy
• Data Ownership/Stewardship

– Number #1 reason for failure of DWH/BI 
(Gartner)

• Lack of business sponsorship, along with top-down 
support

– Business owns data
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– Business owns data

• Challenges
– Integration – data quality , multiple source
– Scalability – quantity of data, latency
– Delivery – Enterprise data model, Departmental
– Flexibility – respond to change, ERP
– Compliant - auditable, repeatable, SOX 



Technical Challenge Axis

Slow

Latency
Volume

Data Source
Scope

Near Real-time

Dirty Data

Many Sources

VLDB
Med DB

Parallel ERP
DW

Large Co.

Mid Size Co.
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Fast
Easy Hard

Monthly Freq

Clean Data

Single Source

Small DB

Turnkey ERP

Custom ERP
DW

Departmental 

Enterprise

Large Co.



What is the Data Vault?

• Definition
The Data Vault is a detailed, historically 
oriented, uniquely linked set of normalized 
tables that support one or more functional 
areas of business
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areas of business
• Architected vs. Adapted

– Originated by Dan Linstedt (www.danlinstedt.com)

• Intended to address the challenges



What is the Data Vault?

• Key concepts
– Everything is MANY-TO-MANY
– Time dependency on everything
– Late ‘BINDING’ for data – the LINK

• Simplifies load dependencies
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• Simplifies load dependencies
• Data centric view of integration

– Uses Relational DBMS
• Tables/Columns/Views



Data Vault Architecture 
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Data Vault Architecture 

Source
Systems

Staging Area EDW -> Data Vault Data Marts -> Star Sch ema

Views &
Stored
Procs

Corporate
Marts

ETL

Hub

Sat Link

Sat

Views}
}

EAI

Users Can Change the Rules 
Anytime and re-roll their “Truth”
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Source
Systems

Source
Systems

Collections -> 
Flat-Wide Denormalized

System Metrics DW
-> Data Vault

Error
Mart

ETL ETL

Sat Link

Hub

Sat Sat

Views

}
Views

}

Business Rules Implemented
On the Way Out !

Data Tracked As It Stands
On the Way In…



Data Vault Components

• “Table types”:
• Hub = List of Business Keys

• Satellite = Descriptive Information

• Link
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• Link = Describes Relationship Between Business 
Keys



The HUB
• Definition

– a single table carrying at a minimum a unique list of 
business keys. 

– Other attributes in the Hub include:
• Surrogate Key – Optional component, possibly a smart key or a 

sequential number. 
• Load Date Time Stamp – recording when the key itself first 

arrived in the warehouse. 

����

arrived in the warehouse. 
• Last Seen Time Stamp – recording when the key itself last 

arrived in the warehouse, used for data driven ‘soft’ delete. 
• Record Source – A recording of the source system utilized for 

data traceability.
• Example (PK Bold)

CREATE TABLE HUB_AFE
(

AFE_NO          VARCHAR2(12 BYTE)             NOT N ULL,
AFE_ID          NUMBER(22)                    NOT N ULL,
LOAD_DTTM       DATE                          DEFAU LT sysdate               NOT NULL,
LAST_SEEN_DTTM  DATE                          DEFAU LT sysdate               NOT NULL,
DATA_SOURCE     VARCHAR2(240 BYTE)            DEFAU LT ACCTG'          NOT NULL

)



The SATELLITE
• Definition

– Provide context (descriptive) information much like a Type-2 
dimension, its information is subject to change over time; 

– The Satellite is comprised of the following attributes:
• Satellite Primary Key: Hub or Link Primary Key – migrated into the 

Satellite from the Hub or Link. 
• Satellite Primary Key: Load Date Time Stamp – recording when the 

context information is available in the warehouse (the new row is 
always inserted). 
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always inserted). 
• Satellite Optional Primary Key: Sequence Surrogate Number –

utilized for Satellites that have multiple values (such as a billing and 
home address), or line item numbers, used to keep the Satellites 
sub-grouped and in order. 

• Record Source – A recording of the source system utilized for data 
traceability. 

• Example
CREATE TABLE SAT_AFE_STATUS
(

AFE_ID                   NUMBER(22)           NOT N ULL,
LOAD_DTTM                DATE                 DEFAU LT sysdate               NOT NULL,
AFE_STATUS               VARCHAR2(4 BYTE)     NOT N ULL,
DATA_SOURCE              VARCHAR2(20 BYTE)    DEFAU LT ‘ACCTNG'      NOT NULL,
LOAD_END_DTTM            DATE

)



The SATELLITE - Notes
• Many satellites possible per HUB/LINK

– Group be frequency of change to avoid data explosion 
due to rapid change

• Date effective (current is NULL end date)
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AFE_ID LOAD_DDT
M

LOAD_END
_DTTM

STATUS

1000 16-NOV-07 
12:50:22.2

NULL NEW1.  NEW Row Insert 

2. Row updated

AFE_ID LOAD_DDT
M

LOAD_END
_DTTM

STATUS

1000 16-NOV-07 
12:50:22.2

16-NOV-07 
13:22:01.0

NEW

1000 16-NOV-07 
13:22:01.0

NULL UPDATED



The LINK
• Definition

– Link Entities or Links, are a physical representation of a many-to-
many 3NF relationship. 

– The Link contains the following attributes: 
• Surrogate Key – Optional component, possibly a smart key or a 

sequential number. 
• Hub 1 Key to Hub N Key – Hub Keys migrated into the Link to represent 

the composite key or relationship between two Hubs. 
• Load Date Time Stamp – recording when the relationship/transaction 

was first created in the warehouse. 
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was first created in the warehouse. 
• Last Seen Time Stamp – recording when the relationship/transaction 

was last seen in the warehouse, used for terminating relationships.
• Record Source – A recording of the source system utilized for data 

traceability. 

• Example
CREATE TABLE LNK_AFE_ACCOUNT
(

L_AFE_ACC_ID    NUMBER(22)                    NOT N ULL,
ACC_ID          NUMBER(22)                    NOT N ULL,
AFE_ID          NUMBER(22)                    NOT N ULL,
LOAD_DTTM       DATE                          DEFAU LT sysdate      NOT NULL,
LAST_SEEN_DTTM  DATE                          DEFAU LT sysdate      NOT NULL,
DATA_SOURCE     VARCHAR2(20 BYTE)             DEFAU LT 'DATA VAULT‘ NOT NULL

)



Loading the Data Vault
• Process 

overview/goals
– Scale
– Near real time
– Fault tolerant
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– Fault tolerant
– Consistent
– Simple 



Why use the Data Vault?

• There are other approaches:
– No Data Warehouse – interfaces/ETL direct to 

Data Marts - EAI
– Federated Data Marts 

• Architected to address the challenges
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• Architected to address the challenges
– Integration
– Scalable
– Flexible
– Compliant, Auditable 
– Consistent and incremental build 



It’s about the Data Model
• Best, most flexible data model

– “Bad CaRMa” by Tim Gorman Oracle Insights (Tales of 
the Oak Table)

THING

for
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for

made of

Not Very practical…



It’s about the Data Model
• 3rd Normal Form - Relational

– Built the mother of all models  for your enterprise
• years to develop (business changes)
• Subject Area Database – “Customer” definition 

changed
– Issues

• Adaption to change is  very hard
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• Adaption to change is  very hard
– Growth of new relationships
– Duplicate data sources – priority / trust layer

• Integration
– Load dependencies for integrity 
– Data Quality != Referential Integrity 

• TIME (new parent, key change)
– Impacts ripple thru children

• One-to-many (really!)



It’s about the Data Model
• Star Schema

– Facts (transactions) and Dimensions
– Issues

• Updates/Deletes expensive
• Dimensions over time (Type 2 and 3)
• Architecture includes ‘helper’, ‘bridge’, and  ‘junk’ 

tables!
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tables!
• Grain (level of detail) issues difficult to resolve
• Real-time loading impractical
• Transactions appearing before dimension data (load 

dependency issue)
• Loading History, changing history



It’s about the Data Model
• Data Vault

– Simple, consistent
– Layered isolation from change
– Insert only
– Incrementally built, cost curve
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Project 
1

Project 
2

Project 
3

Project 
4

Project 
5

Project 
6

Project 
7

Project 
8

Project 
9

Cost 



Why use the Data Vault?
• Agility 

– speed delivery via templated processes
– RapidACE™

• Incremental
– Build/integrate  as required

• Reuse
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• Reuse
– Hard/soft business rules added to raw data



Why use the Data Vault?

Source Staging
Data Vault

(EDW)

RAW
“what-is”

Star
Schemas

Complex
Business 

Rules

Business
Driven
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Driven
Star

Schemas

2. Business Driven Iteration
•Unknown Time…
•Business Requirements
•Start new phase

3. IT Implementation of Business Rules

1. Fast Load & Fast Integration
(RapidACE Software)



Experiences
• Data Warehouse is still not easy
• Data Ownership/Stewardship

– Business ownership of  data / rules easier
– Still need business sponsorship – data vault 

enables rapid “as is” data warehouse
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enables rapid “as is” data warehouse

•Challenges (before Data Vault)
•Integration
•Scalability 
•Delivery 
•Flexibility
•Compliant

•Challenges (after data Vault)

•Data Quality
•Define the Truth 
Corporately
•Business Rules/Processes 
Change
•EAI 



Resources
• Dan Linstedt

– Thanks for many of the diagrams in this 
presentation

– danlistedt.com (specification, forums)
– rapidace.com (tool)
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– geneseeacademy.com (training DV; DWH 2.0)

• Bill Inmon
– inmoncif.com  (DWH 2.0)



Questions?
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